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What iS MaPLe? github.com/MPLLang/mpl 0

- ML-style functional programming with effects (mutable arrays, refs, etc.)
and fork-join parallelism

- (essentially) Standard ML + parallelism
- In development for over a decade
- excellent multicore performance on x86 and Arm
- scalability up to 100 cores or more
- competitive with low-level C/C++
- used to teach parallel programming to ~500 students/year

- provable efficiency:
a program with work W and span S
runs in O(W/P + S) time

on P processors




Demos...



Everything Boils Down To par

val par: (unit -> 'a) % (unit —-> 'b) —> 'a *x 'b



01-T1b example...



Everything Boils Down To par

(x do {f(lo), ..., f(hi-1)} in parallel x)
fun parfor (lo, hi) f =
if lo >= hi then
()
else 1f hi1 - lo = 1 then
f(lo)
else
let
val mid = lo + (hi - lo) div 2
in
ForkJoin.par (fn () => parfor (lo, mid) f,
fn () => parfor (mid, hi) f);
()

end



Everything Boils Down To par

(x build an array [f(lo), ..., f(hi-1)] in parallel x)
fun tabulate (lo, hi) (f: int —> 'a) : 'a array =
let
val n = hi - lo
val output = ForkJoin.alloc n
in
parfor (0, n) (fn i => Array.update (output, i, f (lo + 1)));
output
end

(x map a function over an array in parallel x)
fun map (f: 'a —> 'b) (input: 'a array) : 'b array =
tabulate (0, Array.length input) (fn i => f (Array.sub (input, 1i)))



Everything Boils Down To par

144

(x compute the “sum” (w.r.t. associative func g  and zero "z°)
x of {f(lo), ..., f(hi-1)} in parallel x)
fun reduce g z (lo, hi) f =

1f Lo >= hi then

7
else 1f h1 - lo = 1 then
f(lo)
else
let
val mid = 1o + (hi - lo) div 2
val (a, b) =
ForkJoin.par (fn () => reduce g z (lo, mid) f,
fn () => reduce g z (mid, hi) f)
1n
g (a, b)

end



02—wC exercise...



Evaluating Performance

- define T(P) = run-time on P processors
- define speedup(P) = T(1) / T(P)
- ideally, speedup(P) = P

ideal speedup

- realistically, speedup(P) < P
with larger gaps as P increases

expected
speedup
In practice

speedup(P)

number of processors P



Reasoning About Performance

- (informally) define work W = T(1)

- (informally) define span S = T(c)

- think: fastest possible execution, work law

unbounded number of processors
- work law: T(P) = W/P

- cannot possibly do better than o [ e span law
dividing up the work exactly _%' expected
@ speedup
- spanlaw: T(P) = S aé_ n practice

- cannot possibly do better than
the best possible schedule

- define parallelism = W/S

number of processors P

- estimate of how many processors
you can effectively use



Formalizing Work and Span
as a Language-Based Abstract Cost Model

- for any expression e, define work /(e ) and span S( e)

W(par(f,g))=W(T())+W(g())
S(par(f,9))=1+max{S(f()), S(g())}

- equivalent presentations:

-edv,w:s “profiling semantics” [Blelloch&Greiner 94]

- el V; 9 cost graph g ::=1 ‘ g9 | g ® g [Harper PFPL]
- e,g—e; g



The Dag Model

- use a dag (directed acyclic graph) to trace an execution
- vertex: executed instruction
- edge: sequential dependence

- define work: total number of vertices

- define span: length of the longest path
(“critical path”)




Provably Efficient Scheduling

- almost all parallel languages and libraries today rely on a scheduler
- usually, randomized work-stealing scheduler

- key theorem [Arora, Blumofe, Plaxton, Leiserson]:
a program with work W and span S :
can be executed in W/P + O(S) time
on P processors

within constant factor of optimal!
(exercise: prove this)
(hint: it’s a very short proof)




Example: Analyzing reduce

- assume work and span of f and g are constant

- then, W(reduce ...) only depends on the size of the range hi - lo
- deflnen=hi-lo

- W(n) =2 W(n/2) + O(1)

fun reduce g z (lo, hi) f

- solves to W(n) = O(n) if 1o >= hi then
- S(n) =S((n/2) + O(1) else if hi — 1o = 1 then
- solves to S(n) = O(log n) f(lo)
else
let
val mid = 1o + (hi - lo) div 2
val (a, b) =
ForkJoin.par (fn () => reduce g z (lo, mid) f,
fn () => reduce g z (mid, hi) f)
1n
g (a, b)

end



In Practice...

- typically, work W >> span S
(asymptotic gap)

- for example, O(n) work and O(log n) span
- parallelism W/S = O(n / log n)

- parallelism increases asymptotically
with problem size (good!)

- typically, P << W/S
- l.e., excess parallelism

- therefore, to optimize performance,
low work is more important than low span




P3—-findfirst exercise...



Provable Efficiency

abstract cost
(e.g. work, span)

(NESL)
work W

—_—p

theorem
[Blumofe & Leiserson]
[Arora, Blumofe, Plaxton]

theorem
[Blelloch & Greiner]

concrete cost
(e.g. time, space)

scheduling by randomized

work-stealing guarantees
W/P + O(S) time
on P processors

O(W/P + S log P) time

span S§ —————— > O(R + S P log P) space

sequential space R



Provable Efficiency in MaPLe

abstract cost ) concrete cost

(e.g. work, span) (e.g. time, space)

O(W/P + S) time*
MaPLe on P processors

work W, span § =——————————8(including the cost of

automatic memory managment
and GC!)
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Disentanglement

graphs

geometry

Images

audio

text

numeric

other

betweenness centrality
breadth-first search
minimum spanning tree

low-diameter decomposition

triangle counting
delaunay triangulation
quickhull

nearest neighbors
skyline

2D range query

seam carving
raytracing

GIF encode+decode
reverb

WAV encode+decode
tokenization

grep, Wc

palindrome

suffix array
integration
dense+sparse matrix mult
LU-decomposition
bignum add, mult
mandelbrot

n-body

- observed in efficient parallel code:
concurrent tasks are oblivious to

each other’s allocations

- In computation graph:
allocation precedes use

- arbitrary? no:

guaranteed by race-freedom
[Westrick et al. 2020]
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X /(

v

use X

allocate
location X

v

use X



Disentanglement

Qe

How to utilize disentanglement
for improved efficiency and scalability?

idea: organize memory to reflect structure of parallelism

23



Task-Local Heaps

6 fork (spawn) : join (sync) O

) )

24



Task-Local Heaps

; fork (spawn) join (sync)

merge heaps
Into parent

fresh empty heaps

25



Disentangled Memory Management

* disentanglement: no cross pointers




Disentangled Memory Management

 disentanglement: no cross pointers
e subtree collection

reorganize,
compact, etc.

inside subtree -

i naturally
i parallel

27



Disentangled Memory Management

 disentanglement: no cross pointers Implementation Notes:
e subtree collection o carefully integrated with scheduler

* internal collections and provable efficiency e heaps only on st.eals
[Arora et al. POPL 21] » write barrier for down-pointers

* No read barrier

. * no promotions necessary

reorganize,
compact, etc.

inside subtree -

i naturally
i parallel

28



Heap Scheduling

goal: assignh heaps to processors

each processor manages its own
memory

integrate closely with thread
scheduling (work-stealing)

 fork: new heap on left,
assign to same proc

e steal: new heap on right,
assign to new proc

e surrender: at join,
give heaps to sibling

R =

surrender

(left done firs.’t)|




Heap Scheduling

e goal: assigh heaps to processors

* each processor manages its own
memory L L - -

¢ integrate Closely with thread T N T N T N T N
scheduling (work-stealing)

P12

e fork: new heap on left, I o L I e
assign to same proc P1 P2 P5 P6 P8 P9 P10

e steal: new heap on right, Ij lj;l |i—|

assign to new proc P4 P11

]

P7

PO

e surrender: at join,
give heaps to sibling



Collection Policy

algorithm

- each processor p has local counter Lp
- when cumulative size of p’s heaps exceeds k-Lp:

— — - processor p performs GC on its heaps
. - _ n - set Lp to amount of memory that survives
[ ] [ ] [ ] [ ] [ [ ] [ ] [ ]
ot e theorem [Arora et al., POPL 21]
— - — a race-free program with work W and sequential
- space R requires O(P-R) space and O(W + P-R)
work on P processors
(including costs of memory management!) s
Key idea: ~ /

e spines resemble sequential execution

e |ocal counters Lp cannot exceed R

31



theorem |\Westrick et al. POPL 20|

race-free programs are disentangled
e

J

Intuition
e |f entangled, must be a read/write race
* write: creates down-pointer
 read: discovers data across

Proof Sketch

* single-step invariant:
If location X accessible without a race, then
neighbors(X) are in root-to-leaf path

e carry invariant through race-free execution

32

v = malloc()
*x — y




Disentangled Example: Tabulate

fUQ Eabulate (Lo, hi) f = expression evaluates to...
€
val n = hi = lo tabulate (0, 4) (fn 1 => 2%) [0,2,4,6]
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [“0”,“1” “2”]

(x initialize output indices i...j-1 *)
fun init (1, j) =
if 1 >= j then ()
else 1f ] — 1 = 1 then
Array.update (A, i, f(lo+i))
else
let val mid = 1 + (j - i) div 2
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));
()
end
1n
init (0, n);
A
end



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi1 - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [“0”,"17,“2”]

(x initialize output indices i...j-1 *)
fun init (1, j) =
if 1 >= j then ()
else 1f ] — 1 = 1 then
Array.update (A, i, f(lo+i))
else
let val mid = 1 + (j - i) div 2
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));
()
end
1n
init (0, n);
A
end



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi1 - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [“0”,"17,“2”]

(x initialize output indices i...j-1 *)
fun init (1, j) =

if 1 >= j then ()
else 1if J — 1 = 1 then l\\ ‘ ‘ \
Array.update (A, 1, f(lo+i)) _

else
let val mid = 1 + (j - i) div 2 tabulate (0, 3) Int.toString
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));

()
end
1n
init (@, n);
A
end



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi1 - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [“0”,"17,“2”]

(x initialize output indices i...j-1 *)
fun init (1, j) =

if 1 >= j then ()
else 1if J — 1 = 1 then l\\ ‘ ‘ \
Array.update (A, 1, f(lo+i)) _

else —
let val mid = 1 + (j — i) div 2 init(0,3)
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));

()
end
1n
init (@, n);
A
end



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [0”,17,2]

(x initialize output indices i...j-1 *)
fun init (1, j) =
if 1 >= j then ()
else 1f ] — 1 = 1 then
Array.update (A, i, f(lo+i))
else
let val mid = 1 + (j - i) div 2
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));

()
end init(0,1) init(1 ,3)
1n
init (@, n);
A
end



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [0”,17,2]

(x initialize output indices i...j-1 *)
fun init (1, j) =

if 1 >= j then ()
else 1if J — 1 = 1 then l\\ ‘ ‘ \
Array.update (A, 1, f(lo+i)) _

else
let val mid = 1 + (j - i) div 2

in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));
()

end init(0,1)

1n
init (@, n);
A

end

init(1,2) init(2,3)




Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [0”,17,2]

(x initialize output indices i...j-1 *)
fun init (1, j) =
if i >= j then ()

else if Jj - 1 = 1 then A p|aeq
Array.update (A, i, f(lo+i)) /TN
else

let val mid = 1 + (j - i) div 2

in ForkJoin.par ‘
(fn () => init (i, mid)
fn () => init (mid, j));

() —
end |n|t(O,1)

1n
init (0, n); ﬁ ﬁ
A 1 2

end
init(1,2) init(2,3)



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [0”,17,2]

(x initialize output indices i...j-1 *)
fun init (1, j) =
if 1 >= j then ()
else 1f ] — 1 = 1 then
Array.update (A, i, f(lo+i))
else
let val mid = 1 + (j - i) div 2
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));

()

end

1n
init (@, n);
A

end



Disentangled Example: Tabulate

fun tabulate (lo, hi) f

let
val n = hi1 - lo
val A = ForkJoin.alloc n tabulate (0, 3) Int.toString [“0”,"17,“2”]

(x initialize output indices i...j-1 *)
fun init (1, j) =
if 1 >= j then ()
else 1f ] — 1 = 1 then
Array.update (A, i, f(lo+i))
else
let val mid = 1 + (j - i) div 2
in ForkJoin.par
(fn () => init (i, mid)
fn () => init (mid, j));

()
end
1n
init (@, n);
A
end



Entanglement Detection

Algorithm
* build computation graph during execution
e annotate allocated locations with current vertex
» check results of memory reads
 disentangled: result allocated before current vertex \/ use X

* otherwise, entanglement detected x x / /(

provably efficient (work, span, and space) ‘/
[Westrick et al. ICFP 22] \/
use X use X

allocate
location X

sound (no false alarms) and complete (no missed alarms)

Implementation and Evaluation:
* nearly zero overhead (+5%) for both time and space
* read-barrier on mutable pointers only

e SP-order maintenance 5
NN




Entanglement Management

 entanglement detection always running

e at an alarm, the entangled region is marked
Define entanglement factor € = total size of

e execution continues safely t od .
entangled regions

e GC "works around” entangled regions

* key insight: entanglement is temporary Disentanglement is just a special case: € = 0

Theorem [Arora, Westrick, Acar PLDI’23]
A program of work W and entanglement
.................. factor € requires O(W + ¢g) work, including
B| |[CIDIE] the cost of detection, management, and GC

B C )




scan, filter...



D4—wordlens exercise...



