
The BPM conference series started in 2003 and has enjoyed a considerable success since then. In the first years, research papers focused on the formal analysis of business processes, using techniques like Petri nets. Since then many new topics have emerged, as the result of opening the conference series to new communities, including the database community and the service computing community. 

This Special Issue contains extended versions of the best papers of the 9th International Conference on Business Process Management, which was held in Clermont-Ferrand, France in 2011. It contains research work in such different areas as artifact-centric business processes and crowd-sourcing from the service computing domain. Rather than concentrating on individual business processes and analyzing their properties, business process compliance has emerged as a research field, looking at application specific properties of business processes and their verification. Moreover, this special issue also covers core BPM topics such as process mining and management of (large) process repositories. Here is a brief overview  of the papers.
The paper entitled On the Equivalence of Incremental and Fixpoint Semantics for Business Artifacts with Guard-Stage-Milestone Lifecycles (Richard Hull, Elio Damaggio, and Roman Vaculin) lies in the area of artifact-centric business processes, an approach enabling a tight integration of processes and data. It considers the recently introduced Guard-Stage-Milestone (GSM) approach, which provides a meta-model to declaratively describe  business artifact lifecycles  that supports parallelism and modularity. The paper presents the formal foundations of GSM, proving the equivalence of three different formulations of its semantics. The proposed formal framework is essential to support automatic verification and monitoring of artifact-centric business processes as well as to enable reasoning about their execution properties. 

Business process compliance is about ensuring conformance of business processes to a set of nonfunctional requirements, usually originating from internal or external regulations. The paper Compliance by design for artifact-centric business processes (Niels Lohmann) proposes  a compliance-by-design approach, i.e., an approach that takes a business process model and the compliance rules as input and automatically generates a business process model that is compliant by design.  In this context, the paper extends the artifact-centric approach to model compliance rules and show how compliant business processes can be synthesized automatically. 

The paper Fast Detection of Exact Clones in Business Process Model Repositories  (Marlon Dumas, Luciano García-Bañuelos, Marcello La Rosa, and Reina Uba) focuses on the problem of detecting process clones (i.e., duplicate process fragments) in a repository of process models. The target practical goal is to facilitate the management of large scale process model repositories, e.g., by factoring out duplicated fragments into separated shared subprocesses.  Formally, the clone detection can be formulated as a subgraph isomorphism problem, which, due to the high complexity of this latter problem, makes any brute-force approach consisting in pairwise comparison of a repository's process models not scalable. To cope with the scalability issue, the paper proposes an efficient storage structure together with a method to decompose processes into fragments and detect duplicated fragments. Interestingly, the proposed technique can be also used to efficiently answer fragment queries (i.e., queries that retrieve all occurrences of a given fragment in a repository). [There is a vast literature about this. I hope that was recognized.]
The paper Simplifying Discovered Process Models in a Controlled Manner (Dirk Fahland, Wil van der Aalst) lies in the area of process mining and focuses more precisely on the problem of automatic discovery of process models from events logs. Most of the existing process discovery approaches suffer from the problem of striking the right balance between overfitting and underfitting with respect to the logs. To cope with this challenging problem, the paper proposes a set of techniques that support the structural simplification of a discovered process model while preserving a faithful abstraction of the behavior described in the considered log. The proposed technique is intended as a post-processing step that can be used, for example, to better refine the outcomes of existing process discovery approaches.

Crowdsourcing has recently emerged as a new paradigm to enable enterprises to outsource to human workers the tasks that are difficult to automate. While crowdsourcing promises increased flexibility and cost reduction, the loosely-coupled nature of workers with crowdsourcers as well as the dynamics of the environment make it very hard to ensure high quality processing of tasks. In this context, the paper Auction-based Crowdsourcing Supporting Skill Management (Harald Psaier, Benjamin Satzger, Daniel Schall, Schahram Dustdar) proposes a crowd-sourcing marketplace that exploits auction mechanisms to ensure high quality distribution of tasks to workers. Task allocation takes into account prices as well as workers’ skills estimated based on automatically generated user profiles. The proposed platform integrates workers skill evolution based on assessment tasks that are part of the auctions.
Finally, we would like to cordially thank all people who contributed to this Special Issue, particularly the reviewers for their tremendous work.
(please insert names of the special issue editors)
