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 1  Overview

 2  Document Scope

This is the Project initiation and control document for the Proof Concept Extension project works. It covers all necessary controls for the project including scope of works, and provides input into the formal Project Plan of tasks and dependencies. 
 3  Background
There is a demonstrated need for software tools to manage contractual terms and conditions data and metadata for the financial services industry.  This task is typically performed on a customized, bespoke basis within individual firms.  While this localized approach facilitates a clean match between the data management tools and a firm's  data/metadata context, it also results in enormous duplication of effort as the same functionality is developed, refined, and maintained independently across many firms.  Moreover, the cost of software development in time and money frequently excludes high-quality solutions from consideration for smaller firms and business units, which may then be left exposed to operational risk.  

The aim of the Risk Data Toolkit (RDT) is to provide a core set of production-quality software tools for use in financial firms as well as by regulators.  To facilitate deployment, the tools will provide appropriate plug-in interfaces and extension points to allow the Risk Data Toolkit to be adapted to the user's local data/metadata environment.  While the toolkit is targeted at financial firms generally, we imagine that smaller firms and business units will find it especially attractive. 

The Risk Data Toolkit is an effort of the Open Financial Data forum.  The toolkit will extend the financial semantics proof of concept project advanced by the Enterprise Data Management Council (EDMC-POC) during 2009-10.  The Risk Data Toolkit is a free and open-source software project, and will be published under a copyleft license.  Other free and open-source source libraries may be referenced as needed.

 4  Goals and scope

There are two sets of activities coming out of the original Proof of Concept project which may be of relevance: 

· Proving the feasibility of semantically tagging data from source documents to feed risk analysis

· Defining a development environment in which applications can be created using a common data format, to carry out risk analysis and other scenario based systemic tests. 
 5  Proof of Concept Goals (What we can demonstrate)
2 things to demonstrate: 
· That we can semantically model and then deliver the data points needed to feed risk applications

· This has been demonstrated by the PoC project already;

· That we can semantically tag source documentation (securities, loans, loan servicing) and feed this into some common data model (source tagging)

 6  The first of the above has been demonstrated already; the second is a viable goal for this PoC extension project. 
 7  Detailed Proof of Concept Goal
How do we get to the point where we can demonstrate that the use of semantics modeling is the right way to deal with regulatory requirements, as per their recent questions on OTC derivatives (which are not in scope for the PoC). 

Agreed starter task for this group is to demonstrate viability of use of semantics for regulatory requirements generally. 

First step: getting low level data for analytics packages. That is, from the loan level source information through to the physical data elements identified as being needed for systemic risk analysis. This is a pre-requisite to any more detailed developments (e.g. actual bond calculator applications) in any case. 

 8  (note that the existing set of physical data elements for risk analysis, do not identify which elements are needed for what kinds of analysis, they are just a set of fields). 

1.2.1 Semantic Tagging

Challenges in Semantic Tagging:

· If government says to adopt semantics to report:

· This does not solve the problem of links to origination documents, 

· Does not solve granularity issues

There are two ways semantics tagging at source may be implemented: 

· Financial institutions required to do tagging at source

· i.e. adaptations to securities and loans origination systems

· This is ambitious

· However if government required it, it would eventually happen

· Would still require some years to take effect

· Automated or semi-automated tagging of source documents that already exist

· This is a requirement anyway regardless of the first, i.e. most already exist

· It would take a very long time to impose any "from within source" tagging anyway so this requirement continues to exist

· It is a "Hard AI" problem

· However, semi-automated approaches to exist and there is a growing literature on these

· See e.g. Caltech paper presented at ODiSE in Oct 2010

So, a government mandate would equate to internal tagging but this would take a long time to take effect. 

Note, in reference to this, that current initiatives in government to provide "Linked Open Data" mandate RDF, which is compatible with semantics (an RDF document may include reference to formal OWL ontologies). 

 9  Semantic Tagging Goals / Deliverables:
· Whether the Semantics Repository has the needed elements for risk applications (i.e. gap analysis). 

· Essentially done, subject to completing the reverse engineering of those PoC output / systemic risk data elements into Semantics Repository loans section;

· Would also need to complete gap analysis against source documents - this is an open task. 

· What would it take for the regulatory process to adopt semantic tagging of all origination documents so that downstream it is possible to have consolidated data to feed [systemic risk] models? 

· What would it actually require to do semantic tagging on source documents?

· A possible deliverable here would be a white paper on what this means

 10  Application Development Goals
There is some uncertainty about what existing applications do and therefore what we can deliver that may be new. Set against this is the desire to create a common environment in which open source applications can be developed (that is, a data environment consisting of standardized data), as distinct from the proprietary offerings with their proprietary data formats. 

Project activity: research what existing applications can do. 

Development Deliverables
· Build two data formats / models for instance / individual data

· Relational

· RDF triple store

Then demonstrate an ability to round trip from relational to triples and back to relational.

Then: Define "Source tagging" format and verify mapping of source tagging format to relational and triple store instance / individual data storage. 

· Build a number of applications using the data environments described above. 
 10.1  Project goals

This is a listing of basic functionality we would like to see from the finished product.  Full details are provided in the functional specification for the RDT.  Using either the EDMC semantic repository or efforts such as OpenMDDB, RDT will construct a database and a set of software tools that will enable users to test scenarios (e.g. a certain state or country defaults or a certain area of the country suffers high default rates) on a collection of asset backed securities.
	Priority
	Goal
	Description

	1
	Query individual data stored with reference to the EDMC Semantics Repository 
	Will develop for two distinct storage architectures:

· Linked Data (RDF triples);
· Relational database:
· IBM PoC Semantic Data Model
· OpenMDDB

	2
	Demonstrate provision of data elements needed for risk applications, from data tagged or traceable to the semantic model
	Already provided in PoC works

	3
	Demonstrate source tagging from source documents to semantics and data
	· Securities prospectuses

· Loan Origination documentation

· Loan Servicing documentation

	4
	Demonstrate end to end linkage
	· Changes in loan status (loan servicing documentation) through to risk analytics.

	5
	White paper on what "Semantic Tagging" actually entails
	· What it would mean to tag at source (semantically enabled origination applications);

· How to semantically analyze and tag existing documentation

	2
	Database plus software tools to test scenarios on collection of bonds
	Scenarios for asset backed securities include defaults of certain regions or sectors/interest rate risk etc.


 10.2  Project scope

We will define the types of risk scenarios we are interested in, understand the state of the art in the open source and closed source worlds, and then develop using a possibly competing set of software and data modeling platforms. This will include EDM plus answer-set programming as well as a relational data model in the openMDDB style with python. Thus the tasks include:

1. Understand the state of the art in software tools to test scenarios on bonds

2. Try various approaches (e.g. EDM plus answer-set programming) to see which one gives a result that is both comprehensible and powerful enough. Apply this to a few real bonds.
Coverage Scope
Instrument Scope

To be determined at Project Initiation (record in this document). Possible scopes are: 
· Mortgage Backed Securities

· Agency

· Non Agency

· Asset Backed Securities

· CMOs

· Agency REMICs

· Other CMOs

· CDOs?
Loans Scope

Possibles: 

· Mortgage Loans

· Home owner (first mortgage; all private mortgages);

· Corporate

· Corporate Loans

· Student Loans

· General Loans

 11  Project organization


We will keep the organization light. Only people who actively contribute will direct the effort. Others will be called in for advice as necessary.
 12  Schedule and budget

 12.1  Software architecture

The specific modules and packages will be identified in the technical specification for the RDT.
Module and package breakdown is a task to be performed as part of the project works. 
 12.2  Schedule

The following key milestones define progress for the project.

	Milestone
	Description
	Completion Criteria
	Expected Date

	1
	Understand the state of the art in stress-testing for  bonds.
	Can use other people’s tools to model scenarios
	May 2011

	2
	Completion of Semantics Repository components
	· Loans terms

· PoC extensions for MBS
	Feb 2011

	3
	Mapping of SR terms to database terms
	· Dependency: finalized data model format and terms
	March 2011

	4
	Formalize transformation arrangements semantics > data
	Dependency: finalized data model format
	March 2011

	5
	Mapping bond prospectus to semantics and thereby to data model
	Dependency: (2)
	

	6
	Mapping loan documentation to semantics and thus data model
	Dependency: (2)
	

	7
	Populate database & RDF stores with instance / individual data
	At least one instrument and one loan type from each that is itemized in "scope" (or split and do some for RDF and others for Relational?)
	?

	8
	Create RDT Technical Specification
	see above note.
	

	9
	Develop several open source approaches to scenario testing
	Model is as good as current close source
	December 2011


 12.3  Budget

As an open-source effort, the budget for the RDT will be kept as small as possible (but no smaller).

	Expense Description
	Projected amount
	Expected Date

	Suppose for students/partial salary support 
	$100,000
	

	
	
	


 12.4  Development tools

What programming languages and third-party libraries/applications will be used at all stages of the project?  
For project planning, we will use the facilities of BaseCamp in the first instance (To Do lists and Milestones). If we find that we require a greater level of detailed planning we can look into project planning software later in the project. It is felt that MS Project offers too much functionality and would take energy out of the project needlessly but we may look into open source software for defining tasks and dependency (to generate PERT and GANTT charts) later on if needed. 

Tools:
· MS-Word for writing the Project Plan, 

· MS Project or suitable Open Source project planning tool (if required later), 
· answer-set programming tool, 
· python, 
· openMDDB, 
· EDM Council SR
· Enterprise Architect / access to the EA API (for transformation tools)
· Semantic model transformation tools (to develop?)
 12.5  Project risk management

Who will be in charge of identifying threats to completion of the project, and how will these threats be addressed within the project team? The people doing the work.
 13  Testing and quality assurance

What is the plan here? 
· Test with real practitioners.
This is a prototyping project, so more formal methods would not apply in the first instance (spiral development not top down). For finished tools, we may opt to do one pass of formal User Acceptance Test or similar on a tool by tool basis before releasing into "Beta" for test with real practitioners. 
 14  References

· EDMC Semantics Repository: www.hypercube.co.uk/edmcouncil
· EDMC/IBM Proof of Concept.

· OpenMDDB schema http://www.openmddb.org/
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