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INTRODUCING THE FRAME PROBLEM OF AI 

 In place of providing an introduction, I will begin by setting out a very simple “toy” scenario 
and explain how the frame problem stems from or grows out of a quite trivial puzzle.  The following 
presentation is drawn from a number of accounts (McCarthy & Hayes 1969; Janlert, 1987; 
Shanahan, 1997; Morgenstern, 1996; and Horty, 2001).  Nearly all commentators, in setting out the 
formal structure of the puzzle, rely upon a typical “blocks world” type scenario and proceed by 
relating a strikingly similar set of “toy” situations, axioms and frame axioms.  I too will keep with 
this tradition. 

And so, suppose that we consider a set of four objects (A,B,C and D) arranged on the desk in 
front of us in the following way.   

    B 
A  C  D 
 

 That is, object A in on the desk and has nothing on top of it.  Object B, which has nothing on 
top of it, is on top of object C, which is on the desk.  Finally, object D is on the desk and has nothing 
atop it.  Suppose now that we are given the task of rearranging these objects so that the following 
configuration is realized. 

C 
A  B  D 

 

 Determining a plan (i.e., a finite sequence of actions) that when executed will rearrange the 
objects into this new configuration is seemingly a trivial task.  Intuitively, the rather simple plan of 
unstacking  B from C and then stacking C atop D should suffice.  Suppose, however, that one wished 
to fully automated this process so that it could be accomplished by a computer/robotic arm.   

MCCARTHY & HAYES “SITUATION CALCULUS” 

 McCarthy & Hayes (1969) developed a particular formalism for automated planning (i.e., a 
logical system for reasoning about “blocks world” type problems of the sort outlined above) - the 
“situation calculus” [SC].  Since the frame problem is at base a (formal) logical puzzle, before it can 
be explained in any meaningful way, a very brief discussion of the ontology and usage of the 
situation calculus is needed.   

 The SC includes (1) “Situations” which are defined as “the complete state of the universe at 
an instant of time.” [McCarthy & Hayes (1969) p.18], (2) “Fluents” each of which is “a function 
whose domain is the space of situations” [McCarthy & Hayes (1969) p.18] and which are perhaps 
more readily understood as being situation-dependent and mutable properties of objects, and (3) 
“Actions,” the results of which alter the value of “fluents.”   

 The SC also includes the predicate Holds and the function Result  [McCarthy & Hayes (1969) 
p.22].  And so, that a particular fact Φ obtains in some situation S is expressed in the SC as Holds (ϕ, 
S).  Similarly, the function Result(α, S)  represents the consequence (i.e., resulting situation) of the 
execution of some “action” α in some “situation” S.  To properly formalize our “toy” case, two 
“fluents” need to be introduced.  And so, let On(x,y) represent the fact that object x is on top of 
object y and let Clear(x) represent that object x has nothing on top of it.  And so, with this we can 
now provide a minimal description of the initial “situation” described above. 



2 
 

Holds [On (A, desktop), So] Holds [On (C, desktop), So]  
Holds [On (D, desktop), So] Holds [On (B, C), So] 
Holds[Clear (A), So]  Holds[Clear (B), So] 
Holds[Clear (D), So]  Holds[Clear (desktop), So] 

 
 In order to automate this process (i.e., of getting a robot to, starting at the initial 
configuration of objects, generate a plan or sequence of actions that will realize the goal state) we 
will also need to formalize the actions of unstacking objects from one another of stacking objects 
atop other objects.1  And so, let the “action” Unstack (x,y) represent the action of unstacking object 
x from atop object y and let Stack(x,y) represent the stacking of object x on top of object y.  The 
“Results” of the employment of each of these actions in some situation S is the following. 
 
THE “STACK” AXIOM 
 
∀x,y,s(Holds [Clear (x), s] ∧ Holds [Clear (y), s] ∧ (x≠ y) → Holds [On (x,y), Result (Stack (x,y), s)]) 
 

If, in situation S, it is the case that object x has nothing on top of it, object y has nothing atop it, and 
the objects are distinct, then the consequence of stacking object x upon object y will be that object x is 
on top of y 

 
THE “UNSTACK” AXIOM 
 
∀x,y,s(Holds[On(x,y), s] ∧ Holds[Clear (x), s] ∧ (x≠y) → Holds[Clear(y), Result(Unstack (x,y), s)]) 
 

If, in situation S, it is the case that the object x in on y and there is nothing on top of x, then the 
consequence of unstacking object x from object y is that there will be nothing atop y. 

 
And so, with the initial state of the “universe” presented, the two actions “stack” and 

“unstack,” and the axioms describing how each of these actions when undertaken on/in some 
situation result in a “new” state of affairs, I can now begin to set out the frame problem proper.  In 
order to do so, however, I need not only to provide a formal representation of the various fluents, 
actions and situations at play, but need also to give formal treatment to the activity of planning 
itself.   

Let Γ, then, be the set (i.e., the set of “premises” from which our robot will make deductions) 
composed of both the sentences describing the initial state of the universe – So and the two axioms 
describing the consequences of undertaking the actions of stacking and unstacking on some 
situation S.  Furthermore, let Φ represent some “goal proposition” – that description of some state 
of affairs of the universe that, were it to obtain, would satisfy the task or would solve the problem 
posed.  In our “toy” case Φ would be that state of the universe in which object C is atop object D – or 
more formally in the SC, Φ = Holds [On (C,D), sn]. 

THE “PLANNING PROBLEM” 

The “Planning problem,” Horty (2000) explains, is the “problem of finding an action 
sequence α whose execution in the initial situation S[o] can be proved from the information in Γ to 
yield a state in which the goal proposition Φ holds.” [Horty, 2000 p. 339]  Put another way, the 

                                                           
1 Shanahan (1997) present the problem using only the action “move,” however, I think Horty’s (2000) 
presentation in which two actions unstack and stack are employed, while less concise, is much easier to 
follow. 
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planning problem – given this toy puzzle – is the problem of determining some sequence of actions 
α – in this case some sequence of stacking and unstacking – that when executed on the initial 
situation will result in the state of the universe being such that object C is atop object D.  More 
formally it must be established that Γ |- Holds [On (C,D), Result (α, So)].  

With all of this background in place, we can now begin talking about the frame problem 
itself.  At the start of the discussion I suggested that there exists a very simple plan α for realizing 
our desired goal state ϕ – specifically, we need only unstack B from C and stack C on D.  More 
formally, we conjectured that the follow should hold; 

Holds [On (C,D), Result (Unstack(B,C), Stack (C,D), So] 

 As this just is an instance of the “planning problem” it should be possible to determine 
that/if our robot could generate such a “plan.”  This amounts, then, to establishing that the above 
action-sequence and consequent results are derivable from the contents of our robot’s Γ.  And so, it 
should be possible – given our intuitions and how trivial the puzzle is – to establish that: 

Γ |-  Holds [On (C,D), Result (Unstack(B,C), Stack (C,D), So] 

 It is here, however, that the first horn of the dilemma posed by the frame problem begins to 
become apparent.  Specifically, our robot’s Γ, given its contents, cannot possibly yield such a result.  
That is, from the contents of Γ, a “plan” of actions α that will satisfy/realize our desired ϕ cannot be 
derived.  But why?  Given the (current) contents of Γ our robot can deduce that the “Result” of 
unstacking B from C will result in C being “Clear.”  And so, this intermediary step (of our 
conjectured plan α) can be derived from Γ.  This conclusion, when taken in conjunction with the 
“fact” that in the initial situation object D was “Clear” suggests that we need only now “stack” the 
newly cleared C atop D and be done with it.   

 A serious difficult arises, however, McCarthy & Hayes explain, for while the system “knows” 
that object D was clear in the initial situation So it does not – and cannot as a matter of logic alone – 
“know”/derive that object D remains “Clear” in the situation, call it S1, that is the consequence of its 
having “unstacked” B from C.  And so, for our robot to come up with a plan to satisfy the goal 
proposition would require that it be capable of “knowing” that object D will remain “Clear” when B 
is unstacked from C.  More formally, our system would need to be capable of doing the following: 

Γ |- Holds [Clear (D), Result(Unstack(B,C), So)] 

 However, that D remains clear in the state of the universe (i.e., situation) resulting from our 
unstacking B from C cannot be known/derived with the current set of information in our 
system’s/robot’s Γ.  Horty explains,  

 [T]his intermediary step seems perfectly natural from the standpoint of one’s ordinary reasoning 
about actions… In fact, however, nothing in Γ allows this intermediary step to be derived – and 
indeed, the step should not be derivable as a matter of logic, for it is always possible, at least, that 
[the unstacking of one object from another will interfere with the fluent-status of the third.] [Horty 
(2001) p. 340] 

 

 Clearly, our system’s/robot’s Γ is insufficient.  The axioms with which it has been stocked– 
the two that intuitively seemed to be all that was needed – fail to allow the system to derive a very 
simple and quite obvious implication.  Specifically, the problem with our robot’s Γ is fairly 
straightforward. Shanahan explains, for “although [Γ is able to] capture what does change as a 
result of an action, [it fails] to represent what doesn’t change.”[Shanahan 1997 p.4] The frame 
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problem just is this problem of how a formal system can capture and reason about what doesn’t 
change when actions are undertaken. 

THE ADDITION OF “FRAME AXIOMS” 

 Since the problem is one of an insufficiently stocked Γ, perhaps by merely adding to Γ a set 
of supplementary axioms that would allow for the value of certain fluents unaffected by an action to 
be made explicit, our robot’s problems could be solved.  Let us then include into our system’s Γ the 
following “Frame Axioms.”   

For the Clear fluent in our toy scenario, the following frame axioms should suffice: 

∀x,y,z,s (Holds [Clear (x), So] ∧ (x≠z) → Holds [Clear (x), Result (Stack (y,z), So]) 

∀x,y,z,s (Holds [Clear (x), So] → Holds [Clear (x), Result (Unstack (y,z), So]) 

 Taken together these two frame axioms would establish that clear objects remain clear 
unless something is stacked upon them.  For completeness, two additional frame axioms should be 
incorporated into Γ to capture the persistence of objects once stacked.  And so, let’s add to Γ the 
following as well: 

∀x,y,z,w,s (Holds [On (x,y), S] ∧ ((x≠ z v w) ∧ (y≠ w v z))→ Holds [On (x,y), Result (Stack (z,w), So]) 

∀x,y,z,w,s (Holds [On (x,y), S] ∧ (x≠ z ∧ y≠ w)→ Holds [On (x,y), Result (Unstack (z,w), So]) 

 The addition of these four “frame axioms” to our robot’s Γ enables it to solve the toy 
problem set out.  Specifically, with these axioms of “non-change” included, it is now the case that (a 
plan α that will realized) our goal proposition Φ can be derived from the contents of Γ.  Formally, 

Γ |- Holds [On (C,D), Result (Unstack(B,C), Stack (C,D), So] 

 Two points of principle come to light here.  First, in principle the frame problem can be 
solved by means of the inclusion of “frame axioms” that make explicit what doesn’t change.  Second, 
it would appear that, in principle, the only way to guarantee that a plan (to realize some ϕ from 
some initial situation) will succeed (is provable/derivable) is by means of the exhaustive inclusion 
of the set of necessary frame axioms.  And so, the first “horn” of the dilemma posed by the frame 
problem just is this – it would appear that the only way to guarantee that a formal system can 
successfully engage in planning is by inclusion of all of the necessary frame axioms.  In what 
follows, I will set out the set “horn” of the dilemma that the problem poses – the in practice 
implausibility of “frame axiom” approach.  

Since the addition of these four axioms – while cumbersome – has adequately solved the toy 
puzzle (i.e., our robot can now derive a successful plan from its Γ that will result in the satisfaction 
of its Φ) perhaps the problem really isn’t much of a problem at all.  Suppose, however, that only one 
additional “action” and one extra “fluent” are added to the original situation (i.e., state of the 
universe).  Shanahan provides the following example.  Suppose that we include the fluent “Color ” 
and the Action “Paint .”  Clearly, we must now add to our robot’s Γ five new descriptions of the 
initial state of affairs.  So for example, Γ would need to be updated to include Holds [Color (A, blue), 
So] and so on for the other four objects in our universe.  Likewise, we would need to include an 
axiom for describing the “results” of painting an object - ∀x,color(Holds[Color(x,color), 
Result(Paint(x,color))]). 



5 
 

 Now intuitively, stacking and unstacking objects shouldn’t affect color.  Nor should so doing 
affect the color of any other object.  Additionally, painting an object shouldn’t affect the color of any 
other object, nor should it affect the arrangement of itself or any other object.  Given Horty’s 
explanation and previous discussion, given only the contents of Γ our robot could not derive such 
intuitively obvious results.  And so, just as axioms are required to establish that clear objects 
remain clear and stacked objects remain stacked after an unrelated action has been performed, so 
too must additional “frame axioms” be incorporated to account for the additional fluent “color” and 
the additional action “Paint.”  In the interest of brevity, I’ll not present the set of (at least) five 
additional frame axioms needed to account for these non-changes.  However, it should be clear that 
as fluents and actions are added the number of necessary frame axioms grows rapidly.  Shanahan 
explains,  

In the general, because most fluent are unaffected by most actions, every time we add a new fluent 
we are going to have to add roughly as many new frame axioms as there are actions in the domain, 
and every time we add a new action we are going to have to add roughly as many frame axioms as 
there are fluent in the domain.  [Thus] the total number of frame axioms required for a domain of n 
fluent and m actions will be of the order of n x m. [Shanahan 1997 p.5]  

 

 And so, the fact that the number of “frame axioms” necessary for the 
satisfaction/derivability of some goal proposition grows with surprising rapidity as fluents and 
actions are added introduces the second “horn” of the dilemma posed by the frame problem.  
Specifically, the frame axiom approach will result in success only in “situations” in which there are a 
very limited number of fluents and a very limited number of actions.  Once a problem is presented 
that requires more than a few actions and fluents – such as any problem in need of solving in the 
world/universe as it is currently actually stocked (i.e., any non-contrived “toy” blocks world 
situation)- the number of frame axioms necessary is vast and quickly becomes computationally 
untenable.  Understood in this manner the frame problem becomes one of how to formally contend 
with the problem of how to plan (which requires one to reason about the effects of actions) without 
having to contend with an unmanageably vast set of frame axioms. [Shanahan 1997 p.5]  I’ll turn 
next to a brief discussion of just how computationally unfeasible this approach is. 

 In order to situate Baral, Kreinovich & Trejo’s (2000) proof that such an approach is 
computationally intractable, I need first to provide a very brief introduction of problems in the class 
NP.  Since Baral et. al., argue that the planning problem is reducible to SAT and SAT is (seemingly) 
the standard by which NP-completeness is fixed (Garey & Johnson, 1979), I will begin by providing 
a very brief introduction to this puzzle.  So doing, should considerably ease presentation of Baral et. 
al., proof. 

 And so, take any sentence in predicate logic.  SAT is the problem of finding some assignment 
of T/F to each predicate such that the entire sentence will be made true (if it can be made true).  
Interestingly, the brute force naïve algorithm of exhaustively generating and checking all 2n 
possible assignments (i.e., of making up the truth table for the sentence under consideration) is the 
most efficient algorithm known.  However, “certification,” that is, determining that a particular 
assignment of T/F to predicates, once found, will result in the sentence being made true is simple.  
And so, while finding an assignment of T/F to predicates that makes the sentence true takes super-
polynomial time (specifically, on the order of 2n), certification takes only polynomial time 
(specifically, on the order of n). 

 Drawing now from discussion by Harel (1996) and Lewis & Papadimitriou (1998), if we 
suppose that we had a “magical” nondeterministic Turing machine that can reference an “oracle” 
which makes invariably correct guesses about how to assign truth-value to predicates, since 
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certification is on the order of n, such a machine would also be able to solve (outright) the 
satisfiability problem in polynomial time.   Problems like SAT admitting of algorithmic solution in 
polynomial time by means of a nondeterministic (oracular) Turing machine are said to be in the 
class NP (Nondetermistic Polynomial time).  Furthermore, problems solvable by nondeterministic 
machines in polynomial time are solvable by deterministic (that is, standard and non-oracular) 
Turing machines in super-polynomial time.  With respect to performance then, generally, problems 
admitting of deterministic polynomial time (those problems in the complexity class P) algorithmic 
solutions exhibit reasonable run-time performance.  Those problems admitting of nondeterministic 
polynomial time algorithmic solutions that is, those admitting only of deterministic super-
polynomial time algorithmic solution (the problems in complexity class NP) exhibit in general 
unreasonable run-time performances.  Harel explains, 

As far as the algorithmic problem is concerned, a problem that admits a reasonable or polynomial 
time solution is said to be tractable, whereas a problem that admits only unreasonable or 
exponential-time solutions is termed intractable.  In general, intractable problems require 
impractically large amounts of time on relatively small inputs, whereas tractable problems admit 
algorithms that are practical for reasonably size inputs. (Harel 1996 p.166) 

 

And so, problems admitting only of nondeterministic polynomial time algorithmic solution 
– and thus of deterministic super-polynomial time solution – like SAT are said to be “intractable” 
and practically unsolvable for even very small inputs.  And so, while SAT is in principle solvable by a 
deterministic Turing machine, instances of the problem are in practice unsolvable because of the 
amount of time (i.e., computational resources) required to solve even rather trivial problems is 
vast.  With this very brief outline of the class NP and of the SAT problem, we can proceed to Baral et. 
al., proof.2 

Returning then to our “toy” scenario let us consider an instance of the planning problem in 
which the system has a completely stocked Γ.  That is, let us assume (the best case) that our robot’s 
Γ contains both all of the information about the initial state of the universe So and a complete set of 
axioms and frame axioms that will describe what things change and which things do not upon the 
execution of some action.  Put somewhat differently, let us consider the case in which our robot is 
engaged in trying to solve the problem of rearranging object under conditions of complete certainty 
– it “knows” what the world will look like upon undertaking some action.  This planning problem, 
Baral et. al., argue is reducible to SAT and thus is a computationally intractable puzzle.    They offer 
the following proof. 

Establishing that planning is in NP is fairly straightforward, for it is known that generating 
all possible inferences from the set Γ (both about what does and does not change) is the only 
known way to guarantee that a successful plan can be generated that will result in goal proposition 
Φ being satisfied.  Next, it need only be established that “certification” can be undertaken in 
polynomial time.  In Baral et. al., terms, it must be shown that ∃υ (υ, ω) is true – where  (υ, ω) means 
“plan υ succeeds for situation ω.”  And so, assuming that the quantifier runs only over plans of finite 
length (disallowing infinitely long action sequences) it is easy, they suggest, to show that ∃υ (υ, ω) is 
certifiable in deterministic polynomial time.  Specifically, the initial values of al fluents (i.e., the 
entire state of the universe) in So is known.  One need now only inspect that state call is S1 that 
results from the execution of the first action in the sequence on So.  Next, that state, call it S2, 
resulting from the execution of the next action in the sequence upon S1 is inspected.  Eventually, one 

                                                           
2 Baral et. al.,  actually consider three instances of this problem – planning under complete information, 
planning under uncertainty and planning under uncertainty with “sensing.”  However, I only will present the 
proof for the first. 
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need only certify that in situation Sn (that results from the execution of the final action on the 
situation Sn-1) that the goal proposition Φ is satisfied.  Baral et. al., explain, 

On each step of this construction, the application of an action to a state requires linear time; there 
are a polynomial number of steps in this construction.  Therefore, this checking indeed requires 
polynomial time. (p.255) 

 And so, since certification is in P, the problem is straight-away solvable by a 
nondeterministic (oracular) machine in polynomial time and thus solvable by a deterministic 
machine in super-polynomial time.  As such, the planning problem under certainty, Baral et al., 
conclude, is thus reducible (in a polynomial number of steps) to the previously known intractable 
SAT problem. 

 The upshot of this discussion is the following. We now can get a better idea of the demands 
of and dilemma posed by the frame problem.  It would appear that the only way to stock a 
robot/system’s Γ such that it could possible make reliably correct inferences and generate reliably 
successful plans – even in rather trivial toy scenarios – is to include a vast number of “frame 
axioms” to account for both change and non-change.  However, as Baral et. al., establish such a 
strategy makes the very activity of inference generation (i.e., theorem proving) computationally 
untenable (i.e., in practice impossible on even the most idealized of machines).   

And so, the frame problem, then, appears to be the dual puzzle – or dilemma - of how to 
design a system/robot that is capable of arriving at reliably correct plans (which appears to require 
both that a vast  number frame axioms be included and that all of the inferences generate-able from 
these be made and checked) while also doing so expeditiously (which implies, given Baral’s 
discussion, that the set of axioms in Γ must be small and/or that not every inference be made.)   

Put another way, the frame problem of AI is one of how to design a formal system that is 
capable of both,  

 Arriving at reliably correct plans (i.e., satisfy some Φ in some non-trivial domain So) – which 
requires that a vast number of axioms and frame axioms must be included,  

 
and  
 

 Doing so tractably/expeditiously (i.e., before the heat death of the universe) – which 
requires that a vast number of axioms and frame axioms cannot be included.  
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