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Architecture + Inference Algo + Loss Function = Model

X Y

E(W,Y,X)

W

 1. Design an architecture: a particular form for E(W,Y,X). 

 2. Pick an inference algorithm for Y: MAP or conditional 
distribution, belief prop, min cut, variational methods, 
gradient descent, MCMC, HMC.....

 3. Pick a loss function: in such a way that minimizing it 
with respect to W over a training set will make the inference 
algorithm find the correct Y for a given X.

 4. Pick an optimization method.

 PROBLEM: What loss functions will make the machine approach 
the desired behavior?  
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What's so bad about probabilistic models?

 Why bother with a normalization since we don't use it for decision making? 
 Why insist that P(Y|X) have a specific shape, when we only care about the position of its 
minimum?
 When Y is highdimensional (or simply conbinatorial), normalizing becomes intractable 
(e.g. Language modeling, image restoration, large DoF robot control...).
 A tiny number of models are prenormalized (Gaussian, exponential family)
 A very small number are easily normalizable
 A large number have intractable normalization
 A huuuge number can't be normalized at all (examples will be shown).
 Normalization forces us to take into account areas of the space that we don't actually care 
about because our inference algorithm never takes us there.

 If we only care about making the right decisions, maximizing the likelihood solves a 
much more complex problem than we have to.
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Conditions on the Loss

Direction of 
negative 

gradient of loss

Feasible 
Region

when W 
varies

E W ,Y i , X i=E W , Y , X i

Margin Line:

1
1
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EBM Demos: energy loss

Loss: “Energy Loss”: L(W,Y,X) = E(W,Y,X)

COLLAPSE!!!
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EBM Demos: good losses

Squaresquare loss NegLogLikelihood loss
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Other Architectures that may collapse

Linear module followed by radial 
basis functions and a switch:
Will collapse with the energy loss and 

the perceptron loss.

Will not collapse with the square-

square, neg-log-likelihood, margin 

loss, etc....
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EBM

 Unlike traditional classifiers, EBMs can represent multiple alternative outputs
 The normalization in probabilistic models is often an unnecessary aggravation, 
particularly if the ultimate goal of the system is to make decisions.
 EBMs with appropriate loss function avoid the necessity to compute the partition 
function and its derivatives (which may be intractable)
 EBMs give us complete freedom in the choice of the architecture that models the 
joint “incompatibility” (energy) between the variables.
 We can use architectures that are not normally allowed in the probabilistic 
framework (like neural nets).

 The inference algorithm that finds the most offending (lowest energy) 
incorrect answer does not need to be exact: our model may give low energy to 
faraway regions of the landscape. But if our inference algorithm never finds those 
regions, they do not affect us. But they do affect normalized probabilistic models
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NonLinear Models

We can always add “features”, “kernels”, or “basis function” in front of 
a linear model to make it nonlinear.
This is how non-linear SVMs are built.

Question: so, why would we need anything else?

Answer: the complexity of the real world is very difficult to capture in a 
kernel.

How do we solve:
The invariance problem in image recognition.

The structured output problem in sequence labeling (parts of speech 

tagging, speech recognition, biological sequence analysis....).
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Fixed Preprocessing (features, kernels, basis functions)

Map the inputs into a (higher dimensional) 
“feature” space
With more dimensions, the task is more likely to 

be linearly separable.

Problem: how should we pick the features so 
that the task becomes linearly separable in the 
feature space?
Classical approach 1: we use our prior 

knowledge about the problem to hand-craft an 

appropriate feature set.

 Classical Approach 2: we use a “standard” set 

of basis functions (RBFs....)
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Fixed Preprocessing: Kernels and SVMs

Simplest approach: The Kernel Method (thanks to 
Wahba's Representer Theorem)
Make each basis function a “bump” function (a 

template matcher).

Place one bump around each training sample.

Compute a linear combination of the bumps.

In the “bump space”, we get one separate dimension 

for each training sample, so if the bumps are narrow 

enough, we can learn any mapping on the training set.

To generalize on unseen samples, we adjust the bump 

widths and we regularize the weights. 

We get a Support Vector Machine.

Problem: an SVM is a glorified template matcher 
which is only as good as its kernel. 
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Trainable FrontEnd, Structured Architectures

The Solutions: 
Invariance: Do not use a fixed front-end, make it trainable, so it can learn to 

extract invariant representations

Structure: Do not use simple linearly-parameterized classifiers, use 

architectures whose inference process involves multiple non-linear 

decisions, as well as search and “reasoning”.

We need total flexibility in the design of the architecture of the machine:
So that we can tailor the architecture to the task

So that we can build our prior knowledge about the task into the architecture

MultiModule Architectures.
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MultiModule Architectures

For Supervised Learning
We allow the function F(W,X) to be 

non-linearly parameterized in W.

This allows us to play with a large 

repertoire of functions with rich class 

boundaries.

We assume that F(W,X) is 

differentiable almost everywhere with 

respect to W.
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Any Architecture works

Any connection is permissible
Networks with loops must be “unfolded in 

time”.

Any module is permissible
As long as it is continuous and 

differentiable almost everywhere with 

respect to the parameters, and with 

respect to non-terminal inputs.


