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The Three Questions

What is the problem?

What is new or different?

What are the contributions and limitations?



Threads

Provide a "natural" abstraction for concurrent tasks

Sequential stream of operations

Separate computation from address space,
other process state

One element of a traditional Unix process

But also pose non-trivial challenges

Can be hard to program (think: race conditions, deadlocks)

[Savage et al. SOSP '97], [Engler & Ashcraft SOSP '03]

Are hard to implement the right way

User-level vs. kernel-level



User-Level Threads
Advantages

Common operations can be implemented efficiently

Interface can be tailored to application needs

Issues

A blocking system call blocks all user-level threads

Asynchronous system calls can provide partial work-around

A page fault blocks all user-level threads

Matching threads to CPUs in a multiprocessor is hard

No knowledge about # of CPUs available to address space

No knowledge when a thread blocks



Kernel-Level Threads

Primary advantage

Blocking system calls and page faults handled correctly

Issues

Cost of performing thread operations

Create, exit, lock, signal, wait all require user/kernel crossings

On Pentium III, getpid: 365 cycles vs. procedure call: 7 cycles

Cost of generality

Kernel-threads must accommodate all "reasonable" needs

Kernel-threads prevent application-specific optimizations

LIFO instead of priority scheduling for parallel applications



So, How About...

Running user threads on kernel threads?

Core issues persist

Just like processes, kernel threads do not notify user level

Block, resume, preempted without warning/control

Kernel threads are scheduled without regard for user-level 
thread state

Priority, critical sections, locks ➙ danger of priority inversion

Some problems get worse

Matching kernel threads with CPUs

Neither kernel nor user knows number of runnable threads

Making sure that user-level threads make progress



Enter Scheduler Activations

Let applications schedule threads

Best of user-level threads

Run same number of threads as there are CPUs

Best of kernel-level threads

Minimize number of user/kernel crossings

Make it practical



Activations as Virtual CPUs

Execution always begins in user-level scheduler

Scheduler keeps activation to run thread

Execution may be preempted by kernel
but never resumed directly (see previous point)

Crucial difference from kernel threads — why?

Number of activations

One for each on-going execution (i.e., actual CPU)

One for each blocked thread — why?



"Ups and Downs"
Upcalls

New processor available

Processor has been preempted

Thread has blocked

Thread has unblocked

Downcalls

Need more CPUs

CPU is idle

Preempt a lower priority thread

Return unused activation(s)

After extracting user-level thread state



An Example

I/O request and completion
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Fig. 1. Example: 1/0 request/completion.

kernel takes the processor that had been running thread 1 and performs an

upcall in the context of a fresh scheduler activation. The user-level thread

scheduler can then use the processor to take another thread off the ready list

and start running it.

At time T3, the 1/0 completes. Again, the kernel must notify the user-level

thread system of the event, but this notification requires a processor. The

kernel preempts one of the processors running in the address space and uses

it to do the upcall. (If there are no processors assigned to the address space

when the 1/0 completes, the upcall must wait until the kernel allocates one).

This upcall notifies the user level of two things: the 1/0 completion and the

preemption. The upcall invokes code in the user-level thread system that (1)

puts the thread that had been blocked on the ready list and (2) puts the

thread that was preempted on the ready list. At this point, scheduler activa-

tions A and B can be discarded. Finally, at time T4, the upcall takes a thread

off the ready list and starts running it.

When a user level thread blocks in the kernel or is preempted, most of the

state needed to resume it is already at the user level —namely, the thread’s

stack and control block. The thread’s register state, however, is saved by

low-level kernel routines, such as the interrupt and page fault handlers; the

kernel passes this state to the user level as part of the upcall notifying the

address space of the preemption and/or 1/0 completion.

We use exactly the same mechanism to reallocate a processor from one
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Number of Crossings

For creating, exiting, locking, signaling, waiting?

For full preemption (say only CPU), I/O?

For partial preemption (say 1 CPU)?



Preemption

Where is the thread's state?

Stack, control block at user-level

Registers at kernel-level ➙ return with upcall

What about preempting threads in critical sections?

Poor performance if thread holding spinlock

Deadlock if thread holding lock for scheduler data structures

How to prevent these problems?

Detect thread in critical section

Finish critical section on next upcall

Copy of critical section returns to scheduler



Preemption (cont.)

What if thread in critical section is blocked on a page 
fault?

We have to take the performance hit

What if the scheduler causes a page fault?

We cannot create an arbitrarily large number of scheduler 
activations!

Rather, kernel detects this special case and delays activation



Evaluation



Micro-Benchmarks

What is the cost of thread operations? See above

What is the cost of upcalls?

Cost of blocking/preemption should be similar to kernel-
threads to make activations practical for uniprocessors

But, implementation is five times slower

Written in Modula-2+, rest of thread system in assembly

[Schroeder & Burrows TOCS '90] shows how to tune — really?
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Table IV. Thread Operation Latencies(Wsec)

FastThreads On FastThreads on

Operation Topaz threack Scheduler Activations ToPaz threads Ultrix processes

Null Fork 34 37 948 11300

Signal- Wait 37 42 441 1840

that user-level threads offer over kernel threads. There is a 3 psec. degrada-

tion in Null Fork relative to original FastThreads, which is due to increment-

ing and decrementing the number of busy threads and determining whether

the kernel must be notified. (This could be eliminated for a program running

on a uniprogrammed machine or running with sufficient parallelism that it

can inform the kernel that it always wants as many processors as are

available). There is a 5 psec. degradation in Signal-Wait, which is due to this

factor plus the cost of checking whether a preempted thread is being resumed

(in which case extra work must be done to restore the condition codes).

Although still an order of magnitude better than kernel threads, our perfor-

mance would be significantly worse without a zero-overhead way of marking

when a lock is held (see Section 4.3). Removing this optimization from

FastThreads yielded a Null Fork time of 49 ,usec. and a Signal-Wait time of

48 psec. (The Null Fork benchmark has more critical sections in its execution

path than does Signal-Wait.)

5.2 Upcall Performance

Thread performance (Section 5.1) characterizes the frequent case when ker-

nel involvement is not necessary. Upcall performance—the infrequent

case—is important, though, for several reasons. First, it helps determine the

“break-even” point, the ratio of thread operations that can be done at user

level to those that require kernel intervention, needed for user-level threads

to begin to outperform kernel threads. If the cost of blocking or preempting a

user-level thread in the kernel using scheduler activations is similar to the

cost of blocking or preempting a kernel thread, then scheduler activations

could be practical even on a uniprocessor. Further, the latency between when

a thread is preempted and when the upcall reschedules it determines how

long other threads running in the application may have to wait for a critical

resource held by the preempted thread.

When we began our implementation, we expected our upcall performance

to be commensurate with the overhead of Topaz kernel thread operations.

Our implementation is considerably slower than that. One measure of upcall

performance is the time for two user-level threads to signal and wait through

the kernel; this is analogous to the Signal-Wait test in Table IV, except that

the synchronization is forced to be in the kernel. This approximates the

overhead added by the scheduler activation machinery of making and com-

pleting an 1/0 request or a page fault. The signal-wait time is 2.4 millisec-

onds, a factor of five worse than Topaz threads.

We see nothing inherent in scheduler activations that is responsible for

this difference, which we attribute to two implementation issues. First,
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Application Performance
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Fig.2. Speedup of N-Body application versus number ofprocessors, 100%ofmemory available.

As processors are added, the performance with Topaz kernel threads ini-

tially improves and then flattens out. In Topaz, a thread can acquire and

release an application lock on a critical section without trapping to the

kernel, provided there is no contention for the lock. If a thread tries to

acquire a busy lock, however, the thread will block in the kernel and be

rescheduled only when the lock is released. Thus, Topaz lock overhead is

much greater in the presence of contention. The good speedup attainedby

both user-level thread systems shows that the application has enough paral-

lelism; itisthe overhead ofkernel threads that prevents good performance.

Wemight be able to improve the performance ofthe application when using

kernel threads by restructuring it so that its critical sections are less ofa

bottleneck or perhaps byspinning fora short time atuser level ifthe lock is

busy before trapping to the kernel [121; these optimizations are less crucial if

the application is built with user-level threads.

The performance of original FastThreads and our system diverges slightly

with four or five processors. Even though no other applications were running

during our tests, the Topaz operating system has several daemon threads

which wake up periodically, execute for a short time, and then go back to

sleep. Because our system explicitly allocates processors to address spaces,

these daemon threads cause preemptions only when there are no idle proces-

sors available; this is not true with the native Topaz scheduler, which

controls the kernel threads used as virtual processors by original Fast-

Threads. When the application tries to use all of the processors of the

machine (in this case, six processors), the number of preemptions for both

user-level thread systems is similar. (The preemptions have only a small

impact on the performance of original FastThreads because of their short

duration).

Next, we show that when the application requires kernel involvement

because it does 1/0, our system performs better than either original Fast-
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Fig. 3. Execution time of N-Body application versus amount of available memory, 6

processors,

Threads or Topaz threads. Figure 3 graphs the application’s execution time

on six processors as a function of the amount of available memory.

For all three systems, performance degrades slowly at first, and then more

sharply once the application’s working set does not fit in memory. However,

application performance with original FastThreads degrades more quickly

than with the other two systems. This is because when a user-level thread

blocks in the kernel, the kernel thread serving as its virtual processor also

blocks, and thus the application loses that physical processor for the duration

of the 1/0. The curves for modified FastThreads and for Topaz threads

parallel each other because both systems are able to exploit the parallelism of

the application to overlap some of the 1/0 latency with useful computation.

As in Figure 2, though, application performance is better with modi-

fied FastThreads than with Topaz because most thread operations can be

implemented without kernel involvement.

Finally, while Figure 3 shows the effect on performance of application-

induced kernel events, multiprogramming causes system-induced kernel

events that result in our system having better performance than either

original FastThreads or Topaz threads. To test this, we ran two copies of the

N-body application at the same time on a six processor Firefly and then

averaged their execution times. Table V lists the resulting speedups for each

system; note that a speedup of three would be the maximum possible.

Table V shows that application performance with modified FastThreads is

good even in a multiprogrammed environment; the speedup is within 5% of

that obtained when the application ran uniprogrammed on three processors.

This small degradation is about what we would expect from bus contention

and the need to donate a processor periodically to run a kernel daemon

thread. In contrast, multiprogrammed performance is much worse with

either original FastThreads or Topaz threads, although for different reasons.

When applications using original FastThreads are multiprogrammed, the
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Execution time
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Table V. Speedup of N-Body Application, Multiprogramming Level = 2, 6 Processors,

100% of Memory Available

Topaz Original New

threads FastThreads FastThreads

1.29 1.26 2.4.5

operating system time-slices the kernel threads serving as virtual processors;

this can result in physical processors idling waiting for a lock to be released

while the lock holder is rescheduled. Performance is worse with Topaz

threads than with our system because common thread operations are more

expensive. In addition, because Topaz does not do explicit processor alloca-

tion, it may end up scheduling more kernel threads from one address space

than from the other; Figure 2 shows, however, that performance flattens out

for Topaz threads when more than three processors are assigned to the

application.

While the Firefly is an excellent vehicle for constructing proof-of-concept

prototypes, its limited number of processors makes it less than ideal for

experimenting with significantly parallel applications or with multiple, mul -

tiprogrammed parallel applications. For this reason, we are implementing

scheduler activations in C Threads and Mach; we are also porting Amber [6],

a programming system for a network of multiprocessors, onto our Firefly

implementation.

6. RELATED IDEAS

The two systems with goals most closely related to our own—achieving

properly integrated user-level threads through improved kernel support —are

Psyche [20] and Symunix [9]. Both have support for NUMA multiprocessors

as a primary goal: Symunix in a high-performance parallel UNIX implemen-

tation, and Psyche in the context of a new operating system.

Psyche and Symunix provide “virtual processors” as described in Sections

1 and 2, and augment these virtual processors by defining software inter-

rupts that notify the user level of some kernel events. (Software interrupts

are like upcalls, except that all, interrupts on the same processor use the

same stack and thus are not reentrant). Psyche has also explored the notion

of multimodal parallel programming in which user-defined threads of various

kinds, in different address spaces, can synchronize while sharing code and

data.

While Psyche, Symunix, and our own work share similar goals, the ap-

proaches taken to achieve these goals differ in several important ways.

Unlike our work, neither Psyche nor Symunix provides the exact functional-

ity of kernel threads with respect to 1/0, page faults and multiprogramming;

further, the performance of their user-level thread operations can be compro-

mised, We discussed some of the reasons for this in Section 2: these systems

notify the user level of some but not all of the kernel events that affect the
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What Do You Think?


