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We welcome you to the special issue for the best papers presented at the 13th ACM Data Warehousing and OLAP  Workshop 2010 (DOLAP) in Toronto, Canada. DOLAP continues its tradition of being a high quality forum where both researchers and practitioners in data warehousing and On-Line Analytical Processing (OLAP) share their findings on theoretical foundations, current database design methods, new trends and practical experiences. In recent years, research in these areas have addressed many topics, ranging from database design and software methodology issues, which help designers to build effective and useful decision-support applications, to physical-level and query processing issues, aiming at increasing the performance of these applications in order to process large amounts of data. However, the successful use of data warehousing and OLAP technologies within organizations has brought up new requirements and research issues, in particular to cope with non-traditional application domains, such as text, biological, imaging, and spatio-temporal applications. 

The DOLAP 2010 call for papers attracted 27 submissions. After careful review and discussion, the program committee accepted 8 full papers and 6 short papers. Out of the 8 full papers, we selected 4 papers to be invited for the special issue in the Information Systems journal and after a second round of reviews we finally accepted 3 papers. Thus the relative acceptance rate for the papers included in this special issue is a competitive 10%. Needless to say, these 3 papers represent innovative and high-quality research. We congratulate the authors of these 3 papers and thank all authors who submitted articles to DOLAP. 

[This paragraph should be deleted, as it is low in information density. Possibly a more concise version could play the role of a conclusion.] In general, research papers presented at DOLAP 2010 show data warehousing is now a mature and well established computer science field, but still with many important open research questions. Relational database systems for data warehousing are the dominant technology: they are mature, reliable and efficient, but the current growth of databases and the Internet are pushing them to their limits. In addtion, database modeling and software engineering aspects remain challenging given the ever-changing nature of databases, both in structure and in size. New applications (outside traditional business processing), the integration with document retrieval (semi-structured data), faster hardware (multicore CPUs, flash memory, main memory database systems) and the Internet (data exchange, security) are making data warehousing technology evolve even further and face new challenges. Thus we expect research on data warehousing and OLAP to remain active in the future.

The paper titled “OLAP Query Reformulation in Peer-to-Peer Data Warehousing” by Golfarelli et al. advances distributed data warehouses. The paper proposes a peer-to-peer data warehousing architecture based on a network of heterogeneous peers, each equipped with an independent data warehouse system that exposes query answering functionalities aimed at sharing business information in a peer-to-peer (P2P) distributed environment.  To enhance the decision making process, an OLAP query expressed on a given peer is properly reformulated on the other peers. This paper presents an expressive language for the definition of mappings between the multidimensional schemata of peers and it also introduces a query reformulation framework that relies on the translation of these mappings to relational schemata. 

The paper titled “Incremental Maintenance of Materialized Views with Outerjoins” by Nica represents a big step forward in processing outerjoin queries, a well-known and difficult problem. This paper introduces several novel algorithms for the incremental maintenance of materialized views with outerjoins (i.e. joins that include non-matching rows, populating them with null values). The proposed algorithms relax the requirement  for  the existence of the primary key attributes in the select list of an outerjoin view to only a subset of the referenced tables. More important, the update algorithms do not require the null-intolerant property, except for some predicates used in the view definition. Finally, the efficient maintenance of outerjoin views is implemented by using exactly one update statement per view (supplemented by merge substatements) for each table referenced in the view. 

The paper titled “Time-HOBI: Index for Optimizing Star Queries” by Morzy et al. advances the state of the art in indexing for star join queries in data warehousing. The authors propose a novel bitmap index for optimizing star joins and computing aggregations along dimension hierarchies. The index is created on a chosen dimension hierarchy and it has two main components: (1) a hierarchically organized bitmap index, having one bitmap index per dimension level; (2) a time subindex that implicitly encodes time in every dimension.
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