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PDP-11

Its History and Instruction Set.

by Maggie Krzywicka
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1. History and Lineage

PDP-11 was created in a little company known as Digital Equipment Corporation founded in 1957 in Maynard, Massachusetts.  At first, this small company, which started at 3 people, produced core memory testers, logical modules, and other small electronic components.  It was not until later that the company decided to build computers.


Back in those days, the word “computer” referred to a room-sized, extremely expensive machine.  In order to avoid these connotations, Digital Equipment Corporation decided to name their computer “Programmed Data Processor”.  And thus, in 1960, the first version of PDP, PDP-1 was born.  

PDP-1 was small and inexpensive (sold at $120,000 when others computers sold for over $1,000,000) but proved to be very successful.  This opened new doors in the world of computer technology and soon new versions of the PDP system were built.  After PDP-1 came PDP-4 (PDP-2 was never produced, and only one PDP-3 was built).  The new and improved, 12-bit PDP-5 was released 1963.  Then came PDP-6 (36-bit), PDP-7 (18-bit), and PDP-8 (12-bit).  PDP-8 was a classic machine – cheap and portable (by the 1965 standards, of course); it could have been the forerunner of the personal computer and versions of it have continued to be manufactured until the mid-1980’s.  Afterwards, higher versions of PDP were created up to PDP-16, which was made available for purchase in 1972.

At some point, however, the focus of Digital Equipment Corporation became the successful PDP-8.  In addition, it became apparent at the time that the rest of the world was in favor of 16-bit machines, and so DEC decided to follow this path as well.  As a result, the leading hardware engineer, Edson DeCastro was requested to design a 16-bit machine.  This machine was worked on under the codename “PDP-X”.  

PDP-X was rejected, some say due to its complicated nature, in favor of another machine, which was later named PDP-11.   The architecture for PDP-11 was more revolutionary than other PDP versions and, therefore, raised concerns in the project managers who were used to PDP having specific characteristics, which PDP-11 was to lack.  Larry McGowan, one of the programmers hired to work on the PDP-11 project, describes his experience with presenting the new architecture as follows:

When we presented this architecture as our recommendation for DEC's first 16-bit machine, the hardware managers (e.g., Roger Cady) just about threw us out of the room because there were no 16-bit instructions that included immediate data! And there were no short addresses! These and other such ideas were pretty much considered essential if we were to achieve low memory bandwidth and compact code.  

Fortunately, the initial problems were easily overcome when the advantages of the new design became apparent.  “The first disk attached to a PDP-11 had 64K words of space and each word was individually addressable. Talk about short sectors!” (McGowan).  PDP-11 went on to become one of the most successful computers in the history of computer technology.  At some point, it even encroached upon politics – it was heavily copied and cloned behind the countries of the then Iron Curtain.  PDP-11 began its career as a minicomputer only to later become a micro.  The system had up to 22 implementations with many variants.


At the time, most PDP-11 customers were colleges and universities.  Since “the operating systems that came with the PDP-11 were widely regarded as being dreadful by professors and students alike” (Tanenbaum 267), a new operating system was needed.  This lead to the development and improvements of UNIX systems for which PDP-11 was the target machine.  

PDP-11 continued on being produced from 1970 up until mid-1990s and sold in very high numbers.  Today, all of the PDP machines are in Digital Equipment Corporation's past, with the exception of the PDP-11 family of minicomputers and microprocessors.

2. The Instruction Set

a. General

By design, the instruction of PDP-11 is clean, general, and symmetric, an epitome of a RISC machine.  PDP-11 was designed to be a programmer’s machine; depending on the programmer’s preference, it can be used as a register-based, stack-based, or memory-based machine.  Programmers liked using PDP-11 since the registers were easy to keep a track of, and a programmer could memorize easier the workings of his/her code.

b. Memory and Interrupts

All I/O devices, registers etc are addressed as if they were part of memory.  As with the example of I/O, PDP-11 has only a memory bus and all input/output devices are mapped to memory.  The simplicity of this idea was designed on purpose – no event in the interrupt sequence could be missed.

A device would request an interrupt by asserting an input into an interrupt daisy chain. A daisy chain is a sequence of logic gates arranged in series to prioritize events. Generally the first logic gate is for the highest priority.  The daisy chain order established the priority of the device. When the CPU responded, the device would place its vector (interrupt number) on the bus. The CPU would then load the status register and starting address from the vector table, and temporarily disable interrupts. The CPU would multiply the vector by a power of two (usually just 2), and then fetch a number from that address. The address would be the starting address of code to run for the interrupt. The interrupt code would then service the device, and in the process, write to the interrupting device to turn off the interrupt signal. Finally, a special RTI (return from interrupt) instruction would enable interrupts on all devices. Note that this process prevents loss of interrupts. At every stage, if the interrupt is not serviced, it remains in place, to be sensed on the next cycle. If a sequence is erroneously started, the CPU would time out, generating a spurious interrupt. The spurious interrupt would warn users of bad hardware. (Wikipedia)

Since, interrupt responsiveness was also important, a solution was to support it with multiple interrupt levels for real-time computing as well as allowing for a separate interrupt handler for each device that generates interrupts.

In general (1970), PDP-11 possessed features such as a large memory (for its era), memory protection hardware allowing multiple user access.  PDP-11 has 16-bit virtual addresses and up to 4M of memory on some models, page size is 8K.  It also has memory-mapped I/O, which in turn allows for the page table entries (PTEs) to be written and read by using addresses in the top 4K of memory.  

An interesting feature of larger PDP-11 models is the trick they use to double the virtual address space.  

They have separate virtual address spaces for instructions and data.  Each one goes from 0 to 64K, and each one is divided into eight pages.  Furthermore, each one has its own page table.  When the computer wants to fetch an instruction, the MMU looks up the virtual address in the instruction space page table to map the instruction space onto a physical page frame.  Similarly, when fetching or storing a data word, the data space page table is used.  In this way, processes have access to 64K of program text and 64K of data space (including the stack), even though addresses are only 16 bits.  (Tanenbaum 97)

According to Tanenbaum, the main advantage of PDP-11 while dealing with PTEs is the fact that the scheme is simple, and fast because entirely implemented in hardware.  This idea works fine for PDP-11, however, it does not implement as well in larger machines.  In addition, there is a certain amount of confusion about memory addressing representation.  This is a result of the fact that the PDP-11 was originally launched with 16-bit addressing, but was extended through 18-bit to 22-bit over time. 


c. Registers


Eight general registers were available, each of 16 bits length.  Word length is 16 bits, with the leftmost, most significant bit (MSB) being bit 15.  Hence, PDP-11 was a little-endian machine.  As a matter of fact, it was the first machine claiming to store its bytes in a little-endian fashion.  

Although very general as a rule of thumb, in some cases registers had a specified function.  Register 6, for example, is the stack pointer, and register 7 is the program counter.  Additionally, a necessary register for storing crucial information exists.  It is the Processor Status Register/World (PSW).  This register holds the information as follows:

· Four condition code bits for the Negative, Zero, Carry, and Overflow flags

· The trace trap bit

· Processor interrupt priority

· Four bits for current and previous operating modes.

The memory management scheme of PDP-11 allows access to physical memory with addresses of up to 22 bits.  Addressing goes from memory addresses 0 through 177777 in a linear fashion.  The registers are located in the topmost part of the addressing range, a reserved memory space of 4KB.  For example, the register 2 (R2) has an address of 17777702.  

An interesting fact to point out is that all word memory addresses are even, except for the registers.  An even address, in byte operations, specifies the least significant byte and an odd address specifies the most significant byte.  Specifying an odd byte in a word operation will return an odd address trap.  Various exception traps such as reserved instructions, timeouts, device interrupts, parity, etc. go into the reserved space in memory from 0 to 400 octal.

Many control registers can exist beyond the general registers, however, this varies with the implementation of PDP-11.  

d. Addressing Modes

Addressing on PDP-11 for the single operand, double operand, and jump instructions is achieved via six bits.  The addressing modes are as follows (from The PDP-11 FAQ); the right-most bit of the mode is an indirection bit:

	Mode
	Function
	Explanation

	0
	Register
	Direct addressing of the register

	1
	Register Deferred
	Contents of the register are the address

	2
	Auto-Increment
	Contents of the register are the address, then the register is incremented

	3
	Auto-Increment Deferred
	Contents of the register are the address of another address, then the register is incremented

	4
	Auto-Decrement
	The register is decremented then its contents are the address

	5
	Auto-Decrement Deferred
	The register is decremented then its contents are the address of another address

	6
	Index
	Contents of the register plus the following word are the address 

	7
	Index Deferred
	Contents of the register plus the following word are the address of another address


Some alternate terminology (NOT special cases):

	Mode
	Function
	Explanation

	2
	Immediate
	The operand follows the instruction

	3
	Absolute
	Address of the operand follows the instruction

	6
	Relative
	The instruction address plus 4 plus the next word is the address

	7
	Relative Deferred
	The instruction address plus 4 plus the next word is the address of another address


e. Double and Single Operand Instructions

For double operand instructions, the fifteenth bit, b, generally selects between word-sized (b=0) and byte-sized (b=1) operands.  Double operand instructions:

· MOV/MOVB Move Word/Byte

· CMP/CMPB Compare Word/Byte
· BIT/BITB Bit Test Word/Byte
· BIC/BICB Bit Clear Word/Byte
· BIS/BISB Bit Set Word/Byte
· ADD/SUB Add/Subtract Word
For single operand instructions, the fifteenth bit, b, also selects between word-sized (b = 0) and byte-sized (b = 1) operands.  In addition, however, the operand is read for the data to operate on, and the result is then written over that data.  Single operand instructions:

· SWAB/BPL Swap Bytes/Branch Plus

· CLR/CLRB Clear Word/Byte
· COM/COMB Complement Word/Byte
· INC/INCB Increment Word/Byte
· DEC/DECB Decrement Word/Byte
· NEG/NEGB Negate Word/Byte
· ADC/ADCB Add Carry Word/Byte
· SBC/SBCB Subtract Carry Word/Byte
· TST/TSTB Test Word/Byte
· ROR/RORB Rotate Right Word/Byte
· ROL/ROLB Rotate Left Word/Byte
· ASR/ASRB Arithmetic Shift Right Word/Byte
· ASL/ASLB Arithmetic Shift Left Word/Byte
· MARK/MTPS Mark/Move To Processor Status
· MFPI/MFPD Move From Previous Instruction/Data
· MTPI/MTPD Move To Previous Instruction/Data
· SXT/MFPS Sign Extend/Move From Processor Status
f. Condition Code Instructions

· NOP/NOP No Operation 

· SEC/CLC Set/Clear Carry 

· SEV/CLV Set/Clear Overflow

· SEZ/CLZ Set/Clear Zero 

· SEN/CLN Set/Clear Negative 

· SCC/CCC Set/Clear All Condition Codes 

g. Branching Instructions

The destination of a branch is +127 to -128 words from the word following the branch instruction itself. The reason for this limitation is how sequence of events is processed.  First, the branch instruction is read from memory and the PC incremented. If the branch is to be taken, the offset is then added to the current value of the PC. Since the PC has already been incremented, the offset is thus relative to the following word. Note that all branch instructions are one word long. 

The various branches test the values of specific condition codes, and if the tests succeed, the branch is taken. (The PDP-11 FAQ) Where: N = negative, Z = zero, C = carry, and V = overflow, x = exclusive OR, v = inclusive OR:
· BR: Branch Always 

· BNE: Branch if Not Equal (Z = 0) 

· BEQ: Branch if EQual (Z = 1) 

· BGE: Branch if Greater or Equal (N x V = 0) 

· BLT: Branch if Less Than (N x V = 1) 

· BGT: Branch if Greater Than (Z v (N x V) = 0) 

· BLE: Branch if Less or Equal (Z v (N x V) = 1) 

· BPL: Branch if PLus (N = 0) 

· BMI: Branch if MInus (N = 1) 

· BHI: Branch if HIgher (C = 0 and Z = 0) 

· BLOS: Branch if Lower Or Same (C v Z = 1) 

· BVC: Branch if oVerflow Clear (V = 0) 

· BVS: Branch if oVerflow set (V = 1) 

· BCC: Branch if Carry Clear (C = 0) also known as BHIS: Branch if Higher Or Same

· BCS: Branch if Carry Set (C = 1) also known as BLO: Branch if Lower
h. Miscellaneous Instructions

· JSR Jump to Subroutine

· RTS ReTurn from Subroutine
· JMP JuMP
· HALT Halts the machine
· WAIT WAIT for interrupt
· RTI ReTurn from Interrupt
· BPT BreakPoint Trap
· RESET Initializes the system
3. Remembering PDP-11


In the world of the Internet revolution and super-modernized computer systems, one might presume that outdated systems are a part of a forgotten past.  Fortunately, a certain amount of people exist who remember the old systems for their revolutionary aspects and unique and ingenious features.  Although it is currently quite difficult to purchase a PDP-11 system, the open source community proposes a solution for those who wish to experience the computer world of “back in the day” in a form of a PDP-11 emulator.


The emulator can be found on the web site of The Computer History Simulation Project.  Enclosed with this paper is a transcript of a sample PDP-11 emulator session illustrating the booting process, login, and compiling and executing a simple C program.
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